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Abstract
This article motivates the study of a ‘cognitive vision system’ as a computational
process which transforms a video signal into a natural language text describing the spatiotemporal development within a recorded scene. It offers a coherent view on publications
by members of the Forschungsgruppe Kognitive Systeme, covering more than a decade
of research with the aim to explore design, implementation, and performance assessment
of such an approach. It is hoped that this overview helps to look at cognitive vision
from a systems engineering point of view, in particular regarding the interaction between
methodological approach and computational resources easily accessible at the time.
In order not to disappoint potential readers, it is emphasized that this article neither
attempts to survey related literature nor to review alternative methods. It could provide
a starting point, however, for such endeavors in the future.
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3

Introduction

A video signal encodes information about a recorded scene. A computer or machine vision
system transforms a video signal into a (partial) system-internal representation of the recorded
scene state. A cognitive vision system (CVS)2 comprises not only a numerical (predominantly
geometric) representation of the scene state, but in addition a conceptual one, together with an
algorithmic inference engine which allows to manipulate this conceptual representation based
on logic operations. A suitably extended CVS can even convert the conceptual representation
into a natural language text describing the recorded scene state.
It is the aim of this contribution to provide evidence that it begins to become possible to
design and implement such a CVS. The evidence consists of experimental components which
communicate with each other in order to provide preliminary transformations of video signals
into a (simple) natural language text describing (selectable aspects of) recorded road traffic
scenes. The components to be reported have been designed to evaluate digitized image sequences
– thus capturing the spatiotemporal development within a recorded scene – rather than only a
single image in isolation.
The subsequent presentation attempts to motivate the choice of representational levels, of
system components, and the overall structure of the system under development. Particular emphasis will be given to an explication of assumptions underlying the system design. Preliminary
experimental results will be mentioned in order to illustrate the viability and limitations of the
currently investigated approach, hopefully facilitating thereby a comparison of this system or
its components with alternative approaches.

2

Overall System Structure

Information should be represented within an algorithmic system in such a manner that it can
be ‘easily’ added, searched, inspected, copied, modified, and removed. What is considered to
be ‘easy’ depends on properties and preferences of the user, the amount of information to be
manipulated, and on the relative frequency of different operations. A human user in general
prefers information presented in qualitative, conceptual terms at a suitable abstraction level,
whereas a subsystem for digital control will be supplied most likely with information in quantitative, numerical form. Occasionally, a human may need a specific information in numerical
form, too. These quite general considerations suggest that a CVS should represent information both in quantitative, numerical and in qualitative, conceptual form. As a consequence, it
should comprise algorithms which convert a quantitative representation into a qualitative one
and vice versa.
It has turned out to be an advantage, moreover, if one can categorize the questions or
operations with which a system will be confronted, and to design an appropriate representation
for each category. The remainder of this Section, adapted from [Nagel 2000], should concretize
these considerations.
The ‘lowest’ layer depicted in Figure 1 comprises signal capture by monocular, binocular, or
multiocular (greyvalue, color, or multispectral) camera configurations. Since it can be desirable
to vary internal and external camera parameters during recording, a system model has to
2

Abbreviations shown in color can be activated to jump back to where the abbreviation has been introduced
(in boldface capital letters, enclosed by parentheses).
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Behavioral Representation Level (BRL)

Conceptual Primitives Level (CPL)

Scene Domain Level (SDL)

Natural Language Level (NLL)

Picture Domain Level (PDL)

Image Signal Level (ISL)

Sensor -Actuator Level (SAL)

Figure 1: Coarse layer structure of a CVS. For more detailed explanations see text.
provide signal streams from as well as to the camera(s). These bi-directional signal paths link
the so-called Sensor-Actuator-Level (SAL) with the next higher Image Signal Level (ISL).
The ISL provides local signal processing in the sense elaborated in Section ‘Image Signal
Level’ of [Nagel 2000]. ISL intermediate results – so-called Image Signal Descriptors (ISDs) –
can be fed back to the SAL, for example in order to control focus or stop. In any case, ISDs are
fed forward to the Picture Domain Level (PDL) treated in the related Section of [Nagel 2000].
At the PDL, ISDs provided by the ISL are selected and aggregated by non-local approaches
based on implicit or explicit assumptions about their spatiotemporal configurations. Such
assumptions can be introduced, e. g., as 2D geometric shape representations or as a particular
structure (parallel, divergent, . . . ) of an Optical-Flow(OF)-field. The resulting Picture Domain
Cues (PDCs, see [Kanade 1978]) are forwarded to the Scene Domain Level (SDL) where
three-dimensional knowledge is exploited, for example in the form of body models, illumination
models, or trajectory models which represent admitted forms of body movements. Variants of
the system Xtrack – see, e. g., [Koller et al. 1993, Kollnig & Nagel 1997, Haag & Nagel 1999]
– provide ‘instantiations’ of the schema outlined so far.
The word ‘body’ is used here deliberately for two reasons. On the one hand, subsequent
discussions will not treat spatiotemporal variations of amorpheous material distributions with
diffuse borders such as dissolving clouds of smoke: bodies are supposed to have a (at least visually) well defined surface. At later stages, during the abstraction from a sequence of elementary
movements to potentially complex ‘behavior’, it will become useful to distinguish between bodies, which can, and those which can not change their movements without the visible impact
of external forces. Bodies of the first category – ‘agents’ – are understood to carry along an
energy reservoir and the capability to convert this energy into movements according to internal
‘degrees of freedom’. Humans, animals, and automobiles are examples for this category which
are likely to be observable in road traffic scenes. The other category – ‘objects’ – comprises all
bodies consisting of dead matter.
Up to and including the SDL, knowledge about the depicted scene and results obtained
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from image sequences appear in quantitative, numerical form, referring to spatial, temporal, and
spectral attributes of geometric representations for bodies, surfaces, and locations. Intermediate
results of the SDL – so-called Scene Domain Cues (SDCs, see [Kanade 1978]) – can be fed back
to the PDL, for example in order to prepare for the proper handling of discontinuities due to
impending occlusions. SDCs initialise the instantiation of one or more Agent Candidates (ACs)
or Object Candidates (OCs) from generic representations of bodies by suitable selections for
parameter values and options. In general, it will be advantageous to initialise more than a single
AC in order to test how each one will perform during subsequent preliminary tracking attempts:
only those candidates should be accepted eventually which can be tracked successfully. Such
an approach does not imply that an unambiguous result must be obtained. Some alternatives
simply can not be distinguished under certain pose or illumination conditions. Related evidence
may have to be taken into account during a later transformation of geometric tracking results
into conceptual descriptions and a subsequent text generation phase.
Information about ACs (or OCs) will be fed forward in general to the Conceptual Primitives
Level (CPL) where it will be converted from the quantitative, numerical form to a qualitative,
conceptual representation. The implied pattern recognition or classification subprocesses constitute important abstraction steps. In general, results will be uncertain to some extent due to
the influence of unavoidable signal noise, due to processing artefacts related to approximations
or undetected implementation errors, and due to the inherent vagueness of concepts. The transition to a conceptual representation facilitates the application of strict, fuzzy, or stochastic
inference engines in order to further select or combine intermediate results based on conceptual
knowledge.
In order to avoid confusion, it should be noted that there are (at least) three different ways
for using conceptual terms in connection with a CVS:
1. Concepts required to describe components, events, and developments in the world (to
be) recorded – i. e. regarding both schematic as well as instantiated representations, for
example the concept for a particular animal or its gait.
2. Concepts describing the structure, attributes, properties, and performance of a CVS itself,
for example a concept referring to a particular system component.
3. Concepts used to refer to a particular state of a CVS while it evaluates an image sequence
or a concept referring to an intermediate processing result, for example to characterize a
segment of an OF-field as ‘divergent’.
The conceptual primitive representations of bodies, of their properties, relations, and movements, constitute the building blocks for an even more aggregated and thereby more abstract
representation of developments in the scene, generated and maintained at the Behavioral Representation Level (BRL).
Once a suitable representational schema at the BRL has been instantiated based on results
fed forward from previously mentioned system levels, it provides the data to generate a natural
language text describing – in the usual sense of this word – the developments and current state
in the recorded scene, at least to the extent it has been captured by image sequences. This
transformation of a representation at the CPL and the BRL into a text constitutes the task of
the ‘Natural Language Level (NLL)’.

6
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Detection and Tracking of Moving Bodies in Image
Sequences

The subsequent discussion is based on more specific assumptions, but allows to characterize the
components involved in an intuitively better accessible manner than the general characterization
presented in the preceding section.

3.1

Assumptions

It is assumed that a stationary camera records a scene with moving agents. Agents are assumed
to be small compared to the field of view of the recording camera such that most of the scene
remains stationary with respect to the camera. It is furthermore assumed that the camera pose
relative to the stationary scene is known, for example due to a prior calibration.
Once the appearance and pose of stationary scene components have been extracted from
one or more images (by no means a trivial task, as is well known), the behavior of agents will
become of primary interest. It is assumed here that shape and pose of stationary objects have
been given to the system in order to concentrate on the treatment of agents.
A CVS thus will have to detect the appearance of agents in the field of view and track
their movements. Schematic (parameterized) knowledge about the 3D shape and movements
of agents will be provided to the system. In the simplest case, knowledge about rigid body
shapes will be given, too, in a sufficiently good approximation. The unknown parameter values
then refer to location, orientation, and instantaneous (translational and angular) velocity.
Given these assumptions, the following principal processing steps need to be performed:
• The image of an agent has to be detected within the field of view based, for example, on
its motion relative to the camera.
• The body ‘type’ (shape and movement characteristics) have to be determined.
• The corresponding agent ‘model’ has to be instantiated with appropriate pose and movement parameters in the 3D scene (‘initialization’).
• The body has to be tracked until the image sequence terminates, until the body leaves
the field of view, or its image disappears otherwise – for example by becoming too small.
The next subsection will elaborate on these steps in more detail. In particular, it will show
how model-based tracking of bodies in an image sequence can be understood as one possible
realisation of (part of) the system structure outlined in Figure 1.

3.2

The ‘Interpretation Cycle’

The left part of Figure 2 – under the heading ‘Frametime t’ – illustrates an interpretation
cycle for a single image, albeit for some frame (from an image sequence) used to initialize
tracking. At the bottom, a short subsequence of input image frames is indicated in a shaded
area corresponding to the SAL (compare Figure 1). The process represented by the octagon
#1 transforms these data into an OF-field at the ISL. Process #2 in turn segments and clusters
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Figure 2: Interpretation cycle adapted for a CVS; the acronyms SAL, ISL, PDL, and SDL
are explained in Figure 1. The left interpretation cycle schema (at Frametime t) illustrates an
initialisation phase, the right one (at Frametime t+1) a tracking phase. For further explanation,
see text.
this OF-field and generates a picture domain representation called an Agent Image Candidate
(AIC), here represented by a rectangle with an inscribed coarse arrow indicating the direction
of motion. Process #3 projects this AIC into a plane parallel to the road plane in the scene
domain, based on knowledge about location and orientation of the camera. This ‘footprint’ in
the scene domain (or SDC) enables process #4 to instantiate a (polyhedral) model – an Agent
Candidate (AC) – of the agent to be tracked, fixing its pose in the scene. Knowledge about
the illumination direction allows to compute the shadow cast by the instantiated body model
as indicated in the solidly framed square between octagons numbered 4 and 5. Process #5
exploits knowledge about the camera pose to project the instantiated model into the image
plane, thereby generating a PDL ‘view sketch’.
At this point, two options are indicated. The first one utilizes process #6 at the ISL to
compute a gradient image which is subsequently aggregated by process #7 into a PDL ‘data line
segment’ representation of the selected window from the image frame in question. Process #8
now transforms the difference between the model line segments obtained by process #5 and
the data line segments obtained by process #7 into a pose and velocity correction of the scene
domain state representation. The dash-dotted arrow connects process #8 with the (partially
occluded) dash-dot-dot-framed representation of the updated instantiated model pose. The

8
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subcycle constituted by processes #5 and #8 can be iterated several times until the difference
between the data line segments and the associated model segments drops below a tolerance
threshold.
As another alternative, process #9 transforms the View Sketch generated by process #5
into a synthetic gradient representation which is subsequently compared by process #10 with
the gradient image obtained by process #6 in order to compute a correction to the state of the
instantiated model in analogy to process #8, but performing this computation at the ISL of
representation rather than at the PDL. Again, the subcycle constituted by the processes #5,
#9, and #10 can be iterated until the difference between the synthetic gradient representation
and associated image gradients obtained by process #6 drops below a tolerance threshold.
This latter alternative has the principal advantage that a view sketch derived from the
current instantiation is compared with picture domain cues closer to the original image than
in the case of a comparison between model and data line segments: the error distribution for
image gradient estimates is more likely to follow a normal distribution than that of data line
segments – unless the effects of noise are accurately propagated through the aggregation step
into the appropriate error distribution of a data line representation.
The resulting ‘best estimate’ of the body state in the scene domain is then combined by
process #11 with knowledge about the body’s 3D shape and about its motion in the scene (the
‘motion model’) in order to predict the pose and velocity at the next frametime t+1. The right
part of Figure 2 treats this prediction in analogy to the manner explained for the ‘initialisation
phase’ in the left part. An apostroph is appended to the process numbers to indicate that these
processes might be parameterized in a different manner during tracking than they might have
been parameterized during initialisation. Processing according to the schemata in the right
part of Figure 2 will then be repeated in order to track a body, in this example a vehicle. The
correspondence between the cycle of processes #5’ and #8’ (or, analogously, #5’, #9’, and
#10’) and the update step of a Kalman-Filter should be obvious, similarly between process
#11 and the Kalman-Filter prediction step.
The bi-partite graph structure of Figure 2 refines the coarse layer structure of Figure 1
into an alternation of data structures representing the principal (intermediate) results and of
processes which transform a data structure into the one corresponding to the next (intermediate)
result, i. e. into the input for the next component process.

3.3

Specific examples for component processes of the Interpretation
Cycle

The Interpretation Cycle in Figure 2 illustrates the interaction between the ISL, the PDL, and
the SDL of Figure 1, but at a ‘finer grain of presentation’ – or, regarding a CVS, at a more
detailed conceptual resolution. The explanation of Figure 2 deliberately did not refer to particular examples in order not to clutter the presentation of the principal structure. It is important
to note, however, that each numbered component process mentioned in connection with the
Interpretation Cycle has been implemented, many of them even in different, progressively more
powerful versions.
Space does not permit to recapitulate all the details involved. On the other hand, the
remainder of this subsection should enable a reader to convince himself that the component
processes enumerated in Figure 2 have been specified, implemented, and tested precisely enough
to facilitate an incremental performance assessment on a variety of input image sequences.
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OF-estimation (process #1) had originally been realized by a feature matching approach
[Koller 1992, Koller et al. 1993]. Since it appeared desirable to estimate denser OF-fields than
possible in this manner, process #1 has subsequently been realized by a gradient-based approach
([Otte & Nagel 1995]). This algorithm uses a location-invariant (x, y, t)-Gaussian-Bell filter,
suitably sampled to estimate the three grayvalue gradient components for interlaced image
sequences in such a manner that the full spatial resolution (576 lines × 768 columns) of a
digitized video frame is retained, but nevertheless half-frame (20 ms) temporal resolution is
achieved. Temporal prediction thus extends only for half the temporal interval of the usual
frame-to-frame tracking, with an ensueing reduction of the temporal approximation error by a
factor of four!
The assumption of agents moving against a stationary scene foreground/background is exploited by thresholding estimated OF-vectors prior to clustering (process #2). Details concerning component processes #3 to #5, #7, #8 and #11 can be found in [Koller 1992,
Koller et al. 1993], investigations regarding their theoretical foundation in [Daniilidis 1992].
Process #6 determines the spatial grayvalue gradient simply by taking spatial components of
the gradient already computed for OF-estimation (see [Otte & Nagel 1995]). Processes #9 and
#10 reflect the switch from a match between data and model line segments to a direct match
between grayvalue gradients and a ‘synthetic gradient image’ (model segments convolved by a
spatial Gaussian-Bell, see [Kollnig 1995, Kollnig & Nagel 1997]). This latter approach has the
advantage that the current state estimate determines which grayvalue gradients should be taken
into account, i. e. a separate step concatenating edge elements (EEs) into data line segments is
no longer necessary. Moreover, difficulties due to the heuristics of data line segment generation
disappeared!
The system status documented in [Kollnig 1995, Kollnig & Nagel 1997] provided already
results which facilitated nontrivial experiments concerning the transition from geometrical to
conceptual representations (see Section 7). Research efforts then began to bifurcate more
discernibly into

• one branch devoted to explore the construction and exploitation of conceptual representations and
• another branch attempting to provide more and more reliable geometrical results for the
experiments with conceptual representations.

In particular, research concerning the latter branch gradually changed from initial, strongly
heuristically flavored, approaches – designed to obtain reproducible geometrical tracking results at all – towards more systematic investigations to achieve incremental improvements of
initialisation and tracking performance.
The decision which one from a large list of principally desirable topics should be investigated
next depends to some extent on the computational load expected for implementation and test
of a hypothetical solution approach. It thus becomes important to assess the computational
requirements of a planned investigation relative to the computational resources available at the
time.

10
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Figure 3: Tracking rate, i. e. the average number of vehicles initialized and tracked per
second (wall clock time for a single processor of a workstation, from [Leuck 2000, Abbildung
3.3]). Measurements have been obtained for a version of Xtrack roughly comparable to the one
reported in [Haag & Nagel 1999], compiled and executed on a number of workstations accessible
to our laboratory at the end of 1999. The processor frequency is plotted along the abscissa.
The symbols refer to different processor-compiler combinations, the compiler being given in
parentheses following the processor type identifier.

4

Planning Experiments: the ‘Tracking Rate’

Introduction of the concept ‘tracking rate’ turned out to facilitate planning experiments at a
temporal scale covering more than a single processor generation as illustrated by Figure 3.
The tracking rate denotes the inverse of the average time for initialisation and tracking of
a single vehicle from one half-frame to the next (i. e. for a recording time period of 20 ms).
Figure 3 shows the tracking rate for a program version roughly comparable to the one described
in [Haag & Nagel 1999], measured for a range of different processor-compiler combinations of
commercially available workstations. This rate measurement comprised a single initialisation
attempt per vehicle, to be performed at a frame number selected a-priori by the user. The
program version needed maximally 100 MB main memory (for the largest vehicle image to
be tracked); all but the two Sun SPARCstations were equipped with enough main memory to
obviate the need for time consuming swapping operations. The same image sequence input
data – namely 100 half-frames (2 seconds) of the ‘Ettlinger-Tor’-sequence – were stored on the
hard-disk of each workstation to be tested, in order to exclude any influence of network transfer
times.
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One immediately notes the practically linear relation between tracking rate and processor
frequency for a large range of SUN processors and the three DEC Alpha processors. In comparison with the GNU compiler version GCC 2.7.2.1, the proprietary SUN SC 4.2 compiler results
in a noticeable increase of the tracking rate for UltraSPARC-II processors. As an approximation, one may assume a linear relationship across the range of processor-compiler combinations,
with zero offset and a proportionality factor of about 0.13 trackings per second for each increase
of 100 MHz in processor frequency.
The processor frequency is related in a fairly regular manner to the year within which
the particular processor first becomes commercially available. Figure 3 thus suggests how to
extrapolate the tracking rate for a particular program version during the next year or two – with
other words, how to estimate the ‘automatic increase’ of the tracking rate due to technological
progress. Of course, offset and slope depend on the particular program version. Tracking rate
measurements obtained with two different processors allow to estimate these two parameters
for a different program version.
It is illustrating to compare this ‘automatic increase’ due to technological progress with a
tracking rate increase which can be achieved by means of software engineering efforts specialized
to this application. Once the incorporation of OF-estimates into the state vector update (see
Section 5.5) had stabilized, Haag used his experience with Xtrack to re-implement judiciously
selected modules. Within a few weeks in 1998, he succeeded in this manner to increase the
tracking rate tenfold. Half a year later, he was able to more than double the tracking rate
again within a week or two. Such an exploit requires that execution time profiles of a program
version are carefully scrutinized in order to detect well localizable ‘hot spots’ which may develop
gradually in the course of continuous improvement efforts.
As will be explained later, the tracking rate can drop by more than an order of magnitude
if compute-intensive modifications are explored. During the last decade, the tracking time per
vehicle per half-frame varied between a second and up to six minutes, depending on the most
powerful workstation accessible to our lab and the actual program complexity reached at that
time. These figures have to be kept in mind when significant extensions of the model-based
tracking approach are planned. On the other hand, it has been advantageous in the long run
to study the influence of assumptions and parameter choices on system performance in detail,
without undue concern about a real-time execution capability of the day. Whereas ad-hoc
optimisations on a currently available processor have to be repeated for each new processor
generation, genuine methodological advances return the investment in runtime initially by reliable operation during large scale experiments. Understanding the effects of various assumptions
on initialisation and tracking performance will then allow to tailor a particular application for
real-time operation if this becomes necessary, based on the optimal hardware around at that
time – see, e. g., Section 6.

5

Incremental Improvements of Detection and Tracking

The system implementation discussed in connection with Figure 2 had become complex enough
to require continuous scrutiny in order to detect and remove minor – and sometimes not so
minor – implementation errors. These efforts gradually resulted in an implementation where
unexpected results or apparent inconsistencies could be tracked down by systematic design
of additional experiments and subsequent analysis rather than by code inspection or random
trials.

12
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As a side effect of this approach, attempts to improve system performance could be assigned
more clearly to one of the following categories, rank-ordered according to increasing estimated
complexity:
Parameter tuning .
Code optimisation in order to reduce the time required to perform an experiment.
Removal of parameters by modification of the approach, the new one requiring less parameters than the original one.
Increasing system ‘autonomy’ , i. e. reduction of compulsory interactions by the system
user.
Improvement of system ‘competence’ , i. e. adding a capability to handle a phenomenon
with which the system could not cope before.
Extension of the range of input data which the system can handle without serious performance degradations.
The treatment of a more complex item from this list usually implied addressing at least one
of the precedingly mentioned items. Obviously, practically every change required to check
parameters: even if a parameter value could be retained, it had to be verified that the old
value still ‘optimized’ performance. In many cases, this could be achieved by argumentation,
based on experience, but occasionally extensive series of experiments had to be evaluated in
order to ascertain the optimality of the chosen value. ‘Removal of parameters’ and increasing
the system ‘autonomy’ or ‘competence’ added a – sometimes considerable – amount of required
computations.
The following discussion sketches various changes roughly in historical order, thereby implicitly referring back to remarks in Section 4 concerning the relation between available resources
and computational expenses required for a change. Whenever details of a change have been
reported in generally available publications, readers will be referred to these.

5.1

Exploitation of knowledge about the lane structure for initialisation

In case two vehicles approach an intersection next to each other on two parallel lanes at about
the same velocity, a purely data-driven segmentation of the OF-field is likely to result in a
single region or ‘OF-blob’ associated with the images of these two vehicles.
If the lane structure is known to the system, for example in the form of polygonally bounded
‘lane structure segments’ (see, e. g., Figure 7), one may collect only those OF-vectors into the
same cluster which backproject onto the same lane segment in the scene. Moreover, only
those OF-vectors will be taken into account which are compatible with the driving direction for
this lane, see [Kollnig et al. 1995b]. An OF-field region extending across the projection of two
parallel lanes will thus be divided into two blobs (approximately) at the image line separating
the two neighboring lanes. Each OF-field segment can be used subsequently to hypothesize an
agent image candidate (see process #2 in Figure 2). Although this exploitation of knowledge
about the scene structure allows to increase the rate of successful initialisations, occasionally its
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partially heuristic character could generate problems, in particular by destructive interference
with other heuristics.
This modification served to extend the range of input sequences which the system could
handle at that time without detrimental effects on the initialisation of model-based vehicle
tracking.

5.2

Exclusion of agent candidate shadows cast onto shadowed background areas

The shadow cast by a vehicle onto the road plane can significantly influence the match between
a vehicle’s image and its model – see [Koller et al. 1993]. Occasionally, however, the road plane
is already dark due to a shadow cast by a different moving or stationary object, for example
a building (an example for this phenomenon can be found in [Haag & Nagel 1998a, center of
Figure 5]). In these cases, the contrast between the shadow cast by the vehicle to be tracked
and the road background disappears (almost) completely. Should it happen, though, that EEs
due to strong contrasting scene structures such as lane markings or tram rails occur in the
vicinity of the vehicle image, they may be associated with the ‘expected’ shadow edges of the
vehicle and deteriorate the match between the vehicle image and the projected vehicle model
comprising the vehicle shadow.
Obviously, this effect can be avoided if shadow regions in the image are known, for example
due to knowledge about the scene position of a building, bus, or truck: shadow model edge
segments then should be taken into account only to the extent they fall outside known shadows
cast by other objects. Such an extension increases the number of special situations which the
system can handle (‘system competence’).

5.3

Matching edge element location and orientation

As discussed at the end of Section 3.3 in connection with Figure 2, matching individual gradient
estimates directly to synthetic gradient model images allowed to omit the heuristic concatenation of EEs into data line segments. This approach is restricted, however, to exploit Image
Signal Descriptors (ISDs) based on the location and magnitude of the grayvalue gradient in
the update step of the Kalman-Filter (see process #10 in Figure 2). Since the vehicle model
comprises only shape information so far, the synthetic gradient image derived therefrom exhibits the same nominal peak gradient magnitude value for all model line segments. In order
to alleviate this inherent discrepancy with the gradient magnitude distribution derived from
the actual image, the synthetic value had to be scaled according to the average gradient magnitude in the image region around the vehicle image. The information contained in the gradient
orientation at EE-locations was not taken into account.
It appeared tempting, therefore, to retain the principle of matching ISDs directly to a
projected vehicle model, but to replace gradient-magnitude- by EE-matching. The extraction
of EEs (process #6) evaluates the spatial components of the gradient already computed for
OF-estimation (see [Otte & Nagel 1995]). The influence of the actual image grayvalue gradient
magnitude at an EE-location is retained indirectly by weighing the effect of an EE’s location and
orientation in the update step based on the ratio between the EE’s gradient magnitude relative
to the sum of the gradient magnitudes of all EEs contributing to a match. This approach
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exploits the information provided by the local grayvalue distribution more completely than the
preceding one (see [Haag 1998, Haag & Nagel 1999] and Section 6.5).
The incorporation of this modification significantly increased the robustness of the entire
system and thus contributed to extending the range of input sequences which the system can
handle.

5.4

Occlusion of agents by stationary scene objects

One of the significant advantages of modelling the 3D-relations between the recording camera and bodies in the recorded scene consists in the possibility to determine and exploit occlusion relations in order to improve the reliability of model-based tracking processes – see
[Frank et al. 1996, Haag et al. 1997a]. Further examples can be found in [Haag & Nagel 1999].
Given models of stationary scene components, this extension adds the competence to cope
in a systematic manner with occlusions by stationary components in the depicted scene.

5.5

Taking OF-estimates into account for model matching

Model-based tracking discussed so far exploited the intersection lines between planar facets
of a polyhedral rigid vehicle model. In addition, the opaque character of model facets served
to exclude invisible model segments from being matched to grayvalue gradients or EEs. The
Kalman-Filter state vector (see Section 5.8) represents an estimate of model motion in 3D
scene space for each half-frame time and thus allows to compute the projected motion – the
displacement rate – in the image plane for each visible surface element (i. e. for each pixel) of
the rigid polyhedral vehicle model.
Since an OF-estimate is assumed to provide a usable approximation to the displacement rate,
the difference between the displacement rate and a corresponding OF-vector could contribute
to update the state vector. OF-vectors thus should be treated as measurements whose effects
should be combined with those due to a match between EEs and model segments. Theoretical
considerations required for the integration of OF-exploitation into the update step of a KalmanFilter were reported in [Kollnig & Nagel 1996], together with results of first experiments. The
considerably increased computational expense due to OF-estimation made these experiments
rather time-consuming at that time.
Since the number of OF-vectors is proportional to the area of a vehicle image, their number
normally exceeds the number of EEs associated with a vehicle image by more than an order of
magnitude. It took a while to balance these two contributions such that each one was prevented
from totally dominating the other one in its effects on the state vector correction during an
update step. Our attempts to balance these two contributions were complicated for more than a
year by the observation that inclusion of OF-estimates into the state vector update step slowed
down the model by a small amount which would only become noticeable after several tens of
half-frames – see, e. g., [Haag & Nagel 1998a]. Eventually, we succeeded in tracking down the
root cause for this seemingly mysterious phenomenon: the OF-estimation process involved a
small systematic bias which resulted in an underestimation of the OF-magnitude. A theoretical
analysis enabled a correction of this bias ([Nagel & Haag 1998], see also [Nagel 2000]). Based on
this bias-correction, OF-estimation significantly stabilizes model-based tracking, in particular
in low-contrast regions or when the number of visible EEs becomes rather small, for example
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Figure 4: Typical results obtained by vehicle tracking at the SDL. The polyhedral vehicle
models used and the resulting trajectories are overlayed in a vehicle-specific color. An ‘agent
candidate number’ assigned to each vehicle image is plotted next to each vehicle in the same
color. The video image frame corresponds to a time shortly after traffic lights had switched
to red for vehicles coming from the right. Those vehicles which had turned left into the two
lanes ending at the lower border of the field of view had to slow down since they could not yet
proceed further. The traffic lights had already changed to green for vehicles coming from the
top left corner: the first of these vehicles had just begun to cross the intersection.
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during partial occlusion. Extensive experiments with this approach have been documented in
[Haag & Nagel 1999]. A sample result is illustrated in Figure 4.
The incorporation of this modification significantly increased the robustness of the entire
system and thus contributed to a further extension of the range of input sequences which the
system can handle successfully.

5.6

Tracking experiments with occlusions between moving agents

Depending on the camera position relative to the recorded road scene, it may happen quite
frequently that a vehicle is occluded by another moving vehicle. Let us assume that both
vehicles have been correctly initialized and tracked before the occlusion of one by the other
starts. Since the vehicles’ poses and shapes are then known to the system, it is straightforward
to predict at what time which part of the vehicle farer away from the camera should be occluded
by the closer vehicle.
Matching of EEs to model segments of a vehicle should then be restricted to those parts
which still remain visible to the camera – for a sample implementation of this consideration,
see [Haag & Nagel 1998a]. Related discussions can be found in [Haag & Nagel 1999].
In principle, this modification extends the treatment of occlusions by stationary scene components and thus should enable to treat a larger range of input sequences without a serious drop
of performance. One should keep in mind, though, the important premise that both vehicles
have to be tracked without problems for this approach to work.

5.7

Instantiation of a generic intersection representation

So far, Xtrack relied on an approximate representation of the lane structure at an intersection,
exploiting such a representation both during the initialisation (see Section 5.1), for generation of
synthetic image sequences from conceptual representations (see Figure 7), and for algorithmic
text generation approaches (see Section 7.3). This lane structure representation, based on
polygonally bounded lane segments, had to be provided interactively.
Mück set out to exploit an image plane trajectory of a vehicle, obtained by a purely datadriven approach (see, e. g., [Middendorf & Nagel 2000a]), in order to generate a Picture Domain
Cue and from there a Scene Domain Cue for the hypothetical instantiation of a generic intersection model [Mück 2000, Mück et al. 2000]. This approach is based on Mück’s observation
that – at least in the cases tested so far – the combination of lane segments leading towards
an intersection, crossing the intersection, and leaving it can be well approximated by hyperbolic segments. This observation offers an analytical representation with comparatively few
parameters which has the added advantage that the form of the representation is invariant to
perspective and thus, a fortiori, to perspective projections.

5.8

Switch from angular velocity to steering angle as state vector
component

The original implementation of Xtrack (see [Koller 1992, Koller et al. 1993]) described the
state of a road vehicle to be tracked by a state vector with the following components:
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• x- and y-component of the vehicle’s reference point location in the road plane which
simultaneously constitutes the x,y-plane of the scene coordinate system.
• Orientation of the vehicle relative to the x-axis of the scene coordinate system.
• Speed, i. e. the positive (forward) or negative (backward) magnitude of the translation
velocity.
• Angular velocity.
This state vector corresponds to the assumption that vehicle motion can be represented in
sufficiently good approximation as a constant motion along a circle whose center coordinates
and radius have to be estimated from the (half-)frame-to(half-)frame shift of a vehicle’s image
plane location. If the estimated angular velocity dropped below a threshold, the radius was set
to infinity, corresponding to a pure translational motion along a straight line. Changes of speed
or velocity – principally due to the driver – were modelled as being due to the effect of Gaussian
noise on these state variables. This approach had the advantage that various equations required
during the implementation of the Kalman-Filter could be derived in closed form. This turned
out to become particularly important later when OF-estimations had to be integrated into the
Kalman-Filter update step.
Although this state vector enabled very encouraging tracking results on shorter sequences, it
gradually turned out to be less than optimal in case a vehicle had to be tracked while it remained
stationary for some time, for example in front of a red traffic light or while it took in gas at a
gas station. Since speed and angular velocity were treated as independent state variables, noise
effects could slighly change the estimated orientation from frame to frame even if the speed
remained practically zero. In order to cope with this difficulty, the state vector component
‘angular velocity’ was replaced eventually by the ‘steering angle,’ i. e. the angle between the
vehicle’s longitudinal symmetry axis and the line of intersection between the road plane and the
plane of a front wheel – see [Nagel et al. 1998, Leuck & Nagel 1999, Leuck 2000]. This switch
has been facilitated by using a dual number representation in order to compute some of the
required partial derivatives automatically without falling back onto numerical differentiation.
Extensive experiments were performed in order to verify that the steering angle as state vector component yielded practically the same, if not slightly better results than the Xtrack version
based on the angular velocity whenever the latter appeared applicable ([Nagel et al. 1998]). As
an added bonus, the Xtrack version based on the steering angle required one parameter less to
be tuned and maintained than in the previous version: the combination of speed and steering
angle codes the knowledge in a more direct manner that a ‘normal’ road vehicle requires a
non-zero longitudinal motion component in order to change its orientation. It no longer needs
to rely on a threshold parameter in order to suppress an update of the vehicle orientation if the
speed was too low.

5.9

‘Continuous initialisation’

Initially, tracking experiments had to be repeated many times in order to track down implementation errors, to tune parameters, and to study consequences of smaller changes in the
underlying assumptions. As a consequence, the image sequences were used again and again,
the optimal frame time to initialise a tracking attempt thus was well known to the experimenter.
In many cases, it had to remain the same as before in order to exclude potential influences of

18

H.-H. Nagel, IAKS Karlsruhe: Towards a Cognitive Vision System (November 13, 2001, 14:54)

initialisation time on the tracking result if the effect of some other parameter change had to be
investigated. Recent developments in our laboratory, however, contributed to the desire to allow a continuous initialisation, i. e. to apply the initialisation procedure to each new half-frame
to be processed.
First of all, Xtrack had become reliable enough to investigate its performance on new
and longer image sequences. Since such experiments could run for a week or more without
interruption, it became impracticable to require a user interaction each time a new vehicle
would enter the field of view of the recording camera in order to select the exact (optimal?)
time for initialisation and to specify the vehicle type to be used during tracking. It should
be remembered that location and orientation for the instantiation of an AC are estimated
automatically, see processes #3 and #4 in Figure 2.
In addition, the Rektor of the Universität Karlsruhe (TH) allowed us to install a video
camera permanently on a high-rise building on our campus which overlooks one of the largest
and busiest road intersections in Karlsruhe, the Durlacher-Tor-Platz. Close cooperation of
the Universitäts-Rechenzentrum and the Abteilung für Technische Infrastruktur (ATIS) der
Fakultät für Informatik enabled us to link this video camera via the broadband glas fibre
backbone of our university directly to a computer in our laboratory.
This computer had been equipped with half a Gigabyte of main memory as buffer in order
to digitize and store long B/W image sequences practically continuously on a large harddisk
[Eichberger 1999]. Since we succeeded to install a color camera, we can even record color image
sequences at 8-bit each for the red, green, and blue channel. In this case, the bandwidth to the
harddisk did not yet suffice to save the 24-bit RGB data in real-time onto the harddisk. Color
image sequences are thus restricted to a length dictated by the amount of free main memory.
These developments enable us to select, digitize, and save long image sequences with traffic
and / or illumination characteristics which are of particular interest for current investigations.
Extension of the initialisation approach discussed in connection with Figure 2 to continuous operation raised new questions and problems. Whereas previously time-consuming OFcomputations had been restricted to those image regions where an AIC had to be initialised or
an AC had to be tracked to the next half-frame, we now have to estimate OF-vectors within the
entire field of view for each half-frame. This resulted in an explosion of the required computer
time by about two orders of magnitude. Two heuristics were implemented to limit the increase
in computational expenses – see [Eichberger 1999]:
• A separate preprocessing run on some image sequences accumulated changes between
consecutive frames, condensing these subsequently into image regions where changes occurred frequently enough to support the hypothesis that these image regions corresponded
to the images of roads.
• In order to exclude changes not related to road traffic, the known lane structure had been
projected into the image plane. Only those parts of the change area have been retained for
application of the continuous initialisation procedure which fall into the area of projected
road lanes.
Depending on camera perspective and scene illumination, OF-vectors outside the area corresponding to the image of lanes can be related to moving road traffic, for example due to higher
vehicles or longer shadows cast sideways. It thus may be insufficient to restrict OF-estimation
purely to the projected lane areas. Since this question adresses a (sub-)problem of runtime
reduction, a refined treatment has been postponed for the time being.
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Another, principally new, problem arises due to the fact that initialisations should be suppressed at image locations corresponding to an AC, i. e. where it is known due to a prediction
from the preceding half-frame that a vehicle image can be found. Although this does not appear
at first as a serious problem, it could turn into one if it is admitted that a tracking attempt
may fail, with the consequence that the predicted location no longer corresponds (fully) to the
image of the tracked vehicle. Exploitation of continuous initialisation to automatically start a
new tracking process can thus encounter subtle problems of its own, as a minute of thought
will show. Based on the assumption that the majority of automatically initialised tracking
processes will succeed, a refined treatment of failure cases has been postponed, too.
In order to delimit the risk of fake initialisations, required features have to persist for a
minimum number of half-frames before an AIC is hypothesized. In addition, an AIC region has
to comprise a certain minimum number of OF-vectors.
The increase in autonomy of the extended Xtrack version is thus bought at the price of increased computational expenses, of the introduction of new parameters and decision algorithms
which do not appear fully explored yet.

5.10

Estimation of actual scene illumination

The desire to evaluate longer image sequences confronts the system with situations where the
illumination conditions change within a sequence. It thus is no longer justified to assume that
type (diffuse vs. directed) and direction of illumination can be determined interactively at the
start of the program and then will remain constant. Observations have shown that – on windy
days with an only partially clouded sky – the illumination of a traffic scene may change within
a fraction of a second from directed to diffuse and vice versa.
The system thus needs to be enabled to estimate the actually prevailing illumination. The
approach reported in [Leuck & Nagel 2001] assumes that the scene comprises tall masts standing perpendicular on the road plane and that the camera is calibrated with respect to the
scene. Additionally assumed knowledge about the camera’s latitude and longitude as well as
the daytime of recording allows to determine the direction of sunlight with respect to the camera coordinate system and thus the image location of shadows cast by tall structures onto the
ground plane. If the system detects a sufficient coverage of expected shadow boundaries by
EEs, it decides that directed illumination by the sun prevails. Otherwise, diffuse illumination
will be assumed. The estimated state of illumination subsequently determines whether vehicles
will be initialised and tracked with a shadow due to the incoming sunlight or due to diffuse
daylight illumination. Such an approach thus extends the system autonomy.

5.11

Exploitation of knowledge about vehicle type already in the
initialisation phase

In the original version of Xtrack, the center of an AIC has been assumed to represent the
projection of an agent’s reference location into the image plane. This assumption appears
justified as long as the traffic scene has been recorded from a camera pose close to a bird’s eye
view and no extended shadows have to be taken into account, for example due to a low sun.
The update steps performed by the Iterated Extended Kalman-Filter (see cycle of processes #5,
#9 and #10 in Figure 2) immediately after initialisation usually succeeds to compensate for
misalignments due to the approximate validity of these assumptions.
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Since the vehicle type and the state of illumination are assumed to be known according
to system extensions treated in preceding subsections, reliance on the special assumptions
mentioned in the preceding paragraph can be substituted by a better exploitation of available
knowledge. A moving vehicle of a given type will cast a shadow which – together with the
vehicle – results in an image area with more or less the same displacement rate. It thus is
possible to compute a difference vector ∆xmodel−image pointing from the center of this area to
the projected location of the vehicle reference point, based on a rough guess about the vehicle
orientation in the scene, for example as being aligned with the lane direction or backprojected
motion direction.
OF-vectors corresponding to the moving vehicle and its shadow are expected to cluster in
a region whose size, shape, and image plane location should roughly agree with the area of
homogeneous displacement rate computed based on knowledge about the type of vehicle and
illumination. Subtraction of the difference vector ∆xmodel−image from the vector pointing to
the center of the OF-region will result in an estimate of the projected vehicle reference point
which should be applicable under more general conditions – for a more detailed discussion, see
[Rother & Nagel 1999].

5.12

‘Conceptual Feedback’ from the BRL to the SDL

The representation of generic knowledge at the BRL about the behavior of road vehicles in
traffic has been exploited in order to guide model-based tracking of a vehicle in a particularly
difficult phase, namely when a vehicle changes its behavior while it is (practically) occluded
[Haag 1998, Haag & Nagel 1998b].
The usual attempt to cope with short-time occlusions consists in an exploitation of the
assumption that the agent will continue moving as before. This does no longer suffice, however,
in cases where the traffic situation forces the driver to substantially change the speed and/or
direction of his vehicle in order to comply with traffic signals or to avoid a traffic accident. A
typical example is provided by a vehicle which approaches an intersection along a lane where a
preceding vehicle has already stopped in front of a traffic light. The second vehicle is expected
to reduce its speed – or to change to another lane, provided there is a free one. Suppose this
second vehicle is about to become occluded from the point of view of the recording camera at
the time where such a switch to a different maneuver occurs. In one of the examples treated
by [Haag 1998, Haag & Nagel 1998b], the second vehicle comes to a full stop during occlusion,
re-emerging only after the preceding vehicle had started to move again after the traffic light
had changed back to green for this lane.
The fact that the second vehicle becomes occluded can be determined as indicated before
[Frank et al. 1996, Haag et al. 1997a]. This knowledge can thus be exploited in order to prevent
the Kalman-Filter from attempts to predict the state vector, based upon a motion model of
‘continue as before’. The BRL – see Figure 5 – comprises schematic knowledge about how a
vehicle is expected to behave in such a case. This knowledge can be fed back from the BRL into
the geometric 3D SDL tracking phase, for example in the form of a gradual deceleration, a wait,
and a subsequent acceleration some time after the preceding vehicle has begun to move again.
The sequence of vehicle maneuvers corresponding to this concatenation of external inputs into
the Kalman-Filter are instantiated for the second vehicle, based on the current state vector of
the second vehicle and its preceding vehicle. It has been shown by several examples – to our
knowledge for the first time in model-based vehicle tracking – that such a feedback is possible
indeed, see [Haag 1998, Haag & Nagel 1998b].
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It should be mentioned in passing that the switch between purely geometry-based tracking
and conceptual feedback should occur already when the update step no longer provides reliable
information – i. e. already when the degree of occlusion exceeds a certain threshold, since then
the remaining visible EEs are likely to be contaminated in the transition region by artefacts of
the EE-extraction process.

5.13

Locally adaptive ‘Total Least Squares’ OF-estimation

So far, OF-vectors have been estimated by Xtrack according to a modified pseudo-inverse approach described in [Otte & Nagel 1995], based on a location-invariant Gaussian low-pass filter
incorporated into the computation of the grayvalue gradient. Evidence has been accumulated
in the meantime for improved OF-estimates, computed as the projection of the eigenvector
corresponding to the smallest eigenvalue of the so-called ‘Grayvalue Structure Tensor (GST)’
into the image plane (after normalisation to a unit-length temporal component), provided
the ‘Gaussian-Bell’ used as low-pass filter and weight is adapted to the local grayvalue distribution. Preparatory experiments towards such an approach have already been reported in
[Nagel et al. 1995b] and additional ones in [Nagel & Gehrke 1998a], a theoretical comparison of
this approach with alternatives can be found in [Nagel 2000]. Unfortunately, the computational
resources required for experiments with this approach as a component of Xtrack exceeded those
available so far. Recent experiences (see the following subsection) let it appear likely, though,
that this state of affairs might change in the near future.

5.14

Estimating OF-field discontinuities and their exploitation for
OF-field segmentation

The approach to estimate an OF-vector via the eigenvector related to the smallest eigenvalue
of the GST offers the possibility to categorize OF-vectors according to relations between the
eigenvalues of the GST, see [Nagel & Gehrke 1998a]. If, for example, the ratio of the smallest
eigenvalue to the trace of the GST exceeds a threshold, one should no longer assume that the
grayvalues around the current pixel position are merely shifted along the direction of the eigenvector related to the smallest eigenvalue. It appears more reasonable to assume that different
parts of the grayvalue environment g(x, y, t) around the pixel in question move with different
speeds into different directions of the spatiotemporal environment of the pixel location – or,
with other words, that this spatiotemporal environment belongs to a zone with discontinuities
of the OF-field. Detection of such a discontinuity cue can be exploited to segment OF-fields
and to track resulting OF-segments [Nagel & Gehrke 1998b].
Investigations to further improve the adaptation enabled us to apply this approach even
to quite different image sequences which comprised already discernible artefacts due to data
compression [Middendorf & Nagel 2000a]. Recent efforts concentrated on attempts to tune
parameters and to clarify causes for the occasional appearance of such OF-discontinuity cues
in the interior of vehicle images: it could be shown that the cases observed so far were due to
a previously undetected occlusion by a small branch of a tree and, in particular, by specular
reflections whose spatiotemporal characteristics differed significantly from those on neighboring
non-specular surface components of moving vehicles [Middendorf & Nagel 2000b]. Clarification
of these and other questions in connection with adaptive OF-estimation and a reduction of
computing time for its application let it appear likely that this approach will be tested or even
incorporated into Xtrack in the future.
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5.15

Preliminary conclusions

Modifications and extensions of the ‘basic’ system approach – outlined in connection with
Figure 2 – indicate the wide range of possibilities to improve system performance without being
forced to abandon the original framework. Referring to the list at the beginning of this Section,
subsections explicitly mention the aspect which appeared to profit most from the corresponding
change. In this manner, the question is answered what might be achieved by a modification or
extension.
There are other questions, though, which may be mentioned in this context. One could
attempt to assess the ‘importance’ of a change, possibly in quantitative terms. A more general
answer to such a question, though, requires experimental resources which appear to exceed
those available to our research group. Some of the changes address only cases which occurred
comparatively rarely so far. If they occur, however, they might jeopardize a consistent judgement on a longer tracking experiment where, for example, the behavior of a group of vehicles
during an extended period of time has to be evaluated. This illustrates how the importance
of an investigation may change if it takes place in a systems context, as opposed to isolated
experiments addressing a special problem in an ad-hoc manner.
Even more interesting than the questions ‘Which aspect is influenced?’ and ‘How much is
it influenced?’ appears the question why a change influenced the outcome of an experiment,
i. e. exactly what kind of knowledge exploited in which manner is most likely responsible for
an improvement. The collection of different ‘types of knowledge’ used by Xtrack as shown
in [Haag & Nagel 2000, Table 1] (see, too, [Haag 1998, Kapitel 1.4]) should be mentioned in
this context. A thorough treatment of this question – including appropriate references to
other approaches and systems – threatens, however, to distract from the goal of the current
presentation and thus has to be taken up elsewhere.
This Section has demonstrated the possibility to extract sufficient time-dependent geometric
information from image sequences to explore the transition to a conceptual representation of
this information about recorded scenes. Apart from this principal consequence, it has shown
that the detection and tracking of road vehicles in digitized video sequences from traffic scenes
still offers an entire range of starting points for further efforts on geometric research problems
in this area.

6

Related System Implementations

The systems approach towards model-based extraction of spatiotemporal geometric information
from image sequences of road traffic scenes has been successfully applied to other discourse
domains, as will be demonstrated in the following subsections.

6.1

Machine-vision-based disassembly

Disassembly of used products could contribute to salvage components which might still be
used, either immediately or following minor repairs. In addition, it could help to sort remaining
material into more cleanly separated samples for a larger range of products than appears feasible
after shredding. Despite these principally attractive prospects, disassembly has not spread to
the same extent than assembly has. Since each disassembly operation first has to assess the
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actual state of the pieces to be disassembled, it has to be performed mostly by humans and
thus is labor intensive and expensive.
In principle, machine vision might allow to estimate relative position, size, shape, and
other status attributes of components of a used product and thus facilitate the automation
of disassembly. This consideration motivated efforts to adapt experience about model-based
machine vision in our laboratory for potential applications in automatic disassembly – see
http://i21www.ira.uka.de/visdom/Poster1.html . These efforts were pursued in close collaboration with the Fraunhofer-Institut für Informations- und Datenverarbeitung (IITB) in Karlsruhe
(see http://www.iitb.fhg.de/).
6.1.1

Establishing basic capabilities: handling simple polyhedral workpieces

In order to place such efforts on a firm footing, the first experiments were restricted to polyhedral
objects. The system concept underlying Figure 2 has been extended by Gengenbach for robot
control, see [Gengenbach 1994, Abbildung 1.2] (related, more recent considerations can be found
in [Nagel 2000]). From the start, it has been a goal to control a robot manipulator by machine
vision, i. e. to avoid so-called ‘look-and-move’ approaches. As a consequence, related machine
vision approaches had to be engineered for real-time execution. In addition, special purpose
hardware has been designed and implemented in order to extract the required Picture Domain
Cues (PDCs) in real-time – see [Gengenbach 1994].
6.1.2

Multi-camera/multi-object tracking and non-polyhedral workpieces

Based on the experience gained with this system implementation, the approach has been
extended to handle polyhedral approximations of non-polyhedral workpieces and to incorporate a binocular camera setup. Whereas the experimental system realized by Gengenbach relied on a monocular ‘eye-on-hand’ camera setup, the binocular camera setup has been
mounted on an additional robot in order to cope better with occlusion situations: the manipulator tool tended to occlude the critical (where the tool should engage) parts of the workpiece exactly when it counted most, namely immediately prior to engagement. Mounting
a small-angle stereo setup on a separate robot allows to optimise the camera pose for manipulator control, see [Keçeci et al. 1998]. At the same time, it stimulated an extension of
the model-based tracking approach from the single camera case to a multi-camera one, see
[Tonko 1997, Tonko & Nagel 2000]. This approach has been extended further in order to track
a workpiece and an independently moving tool simultaneously with respect to the same camera coordinate system, thereby reducing the influence of calibration uncertainties between the
camera and the tool carrying robots.
Special efforts have been devoted to study solution approaches in an environment which
approximates real application conditions as far as scene ‘clutter’ and, in particular, complicated
workpieces are concerned – see, e. g., http://i21www.ira.uka.de/visdom/tracking.html . Once
we had gained confidence in handling tracking, investigations addressed three more specialized
problem areas.
6.1.3

Automatic initialisation

Previously, we had concentrated on machine-vision-based tracking, starting our experiments by
interactive initialisation within the capture range of the Kalman-Filter update step. It should
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be noted that in a disassembly context, workpieces usually do not move by themselves and thus
the basic approach of Xtrack, namely to estimate and segment an OF-field, can not be applied
here, at least not without modifications.
In order to provide suitable initialisation parameters without user interaction, Müller developed a model-based beam search for workpiece pose in 3D scene space, relying on a judiciously designed hierarchical refinement approach regarding parameter space resolution for
three translation and three rotation parameters [Müller 2001]. In order to reduce the danger
of being trapped in local minima, the remaining parameter space is searched at the currently
prevailing resolution for the best fit between projected model segments and edge elements.
The price to be paid for this added system autonomy consists in compute time. A suitable
parallelisation of this search within a local computer network connected to our disassembly cell
allowed to reduce this search time by an order of magnitude to about a minute or less, see
[Müller & Nagel 2000, Müller 2001]. Of course, the exact search time depends on the complexity of model and scene as well as on rough a-priori knowledge about the expected workpiece
position.
6.1.4

Instantiation of generic workpiece representations

The model-based tracking approaches investigated so far relied on the availability of appropriate
models. In general, one can not assume that this knowledge will always be available, although
rough a-priori knowledge about type and shape might well be. It thus becomes important to
investigate to which extent such a-priori knowledge can be supplied in the form of a generic
shape representation which comprises free parameters to be estimated from an image (sequence).
Keçeci studied this question with respect to cone sections which can be characterized by
three parameters, namely the radii of top and bottom circle and the height of a circular cone
section. Top and bottom circles of a cone project into image ellipses which can in principle be
detected by a data-driven approach. Tracking such an – interactively selected – ellipse while the
recording camera moves allows to establish two corresponding views of the same circular surface
in space which then enables to estimate its pose relative to the camera coordinate system. This
knowledge subsequently enables to instantiate a generic cone segment representation for the
particlar case and to refine its initial parameter estimates during a further, model-based tracking
phase ([Keçeci 2001, Keçeci & Nagel 2001]).
Exploitation of the binocular camera setup enables a further increase in system autonomy
by substitution of an algorithmic ellipse-selection step for the previously used interactive one:
ellipses in each of the two stereo-views, obtained by a data-driven approach, are tentatively
combined in order to determine the pairing which can be best explained as the projection of
the same circular surface in space onto the image planes of the two cameras. Based on an initial
instantiation of the generic cone segment description derived in this manner, the parameters
of the cone segment can be refined during a subsequent binocular tracking phase which yields
better estimates in general than a mere monocular one – see [Keçeci 2001].
6.1.5

More robust operation due to high dynamic range CMOS-cameras

Extensive experiments with these approaches have shown that even using a good CCD-camera
may nevertheless result in brittle initialisation and tracking performance: unavoidable illumination changes due to causes outside the disassembly cell (for example switching other light sources
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in the laboratory or clouds moving across the sky, causing variations of daylight illumination)
influence the contrast between workpiece and background or within either one. As a consequence, a varying number of edge elements will be associated to the current model projection,
resulting in sometimes significantly different parameter corrections during the Kalman-Filter
update step and hence inappropriate state vector estimates.
One can attempt to compensate for such effects by interactive tuning of parameters, but this
requires time and a detailed understanding of the inner workings of various system components.
A much more robust approach consists in a replacement of CCD-cameras (with a limited dynamic) by modern CMOS-cameras with a much higher dynamic. These latter cameras facilitate
an algorithmic adaptation of crucial processing parameters, which can be performed much faster
than an interaction or a mechanical change of the camera stop. First results obtained with such
an approach document its superiority regarding robustness and autonomy of a system equipped
with such cameras, see [Bachem et al. 2001], http://i21www.ira.uka.de/visdom/Poster1.html .
The desire to integrate CMOS-cameras into our experimental disassembly cell forced us to
acquire new computers (two 600 MHz Pentium-III double processor PCs, one each for each
camera) which could accommodate the interface boards required by the CMOS-cameras. Exploitation of the MMX-instruction set enabled us to extract EEs from the first half-frame of
each video image in real-time. Whereas our initial system still relied on special purpose hardware for EE-extraction (see Subsection 6.1.1), standard off-the-shelf computer equipment offers
comparable capabilities less than a decade later.

6.2

Model-based tracking of pedestrians

Whereas previously mentioned approaches are restricted to tracking rigid bodies, attempts to
track bodies of walking pedestrians required a significant extension of a body representation, in
this case based on straight elliptic cylinders – see [Wachter 1997, Wachter & Nagel 1999]. The
3D articulated model is exploited in order to take self-occlusion of limbs into account. During
tracking experiments, 10 parameters had to be estimated, the other ones were kept fixed for
the time being.
In addition to matching EEs to visible projected model segments, the approach evaluates a
grayvalue match between (based on the current parameter configuration) corresponding pixels.
Provided all goes well, this area-based contribution to the overall match score between predicted
model and the associated image parts tends to stabilize tracking, similarly to the use of OFcontributions in the case of Xtrack. It is not without problems, though. The influence of some
problems could be reduced by restriction of the grayvalue match contribution to the interior
of regions corresponding to body parts. The same considerations caused us to omit model
segment parts where a low contrast could be expected during edge element extraction, for
example between partially occluding limbs with the same surface characteristics (skin or same
textile coverage, e. g., for the two legs of a pair of trousers).
It has been shown that the temporal variation of limb movement could be well estimated
from image sequences in this manner, provided the moving person exhibited enough contrast
against the scene back-/foreground and the image of the person was large enough to allow
extraction of a significant number of EEs for individual limbs.
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6.3

Machine-vision-based guidance of road vehicles

Guidance of road vehicles by machine vision provides a different application area where the limits of state-of-the-art machine vision approaches can be tested and their strengths be extended
under real-world, real-time conditions. The long term goal of our efforts in this ‘discourse
domain’ consists in the adaptation of ‘understanding traffic scenes’ to driver support systems,
based on observation as in the case of Xtrack. Research in this area has been pursued in close
collaboration with the Fraunhofer-Institut für Informations- und Datenverarbeitung (IITB) in
Karlsruhe (see http://www.iitb.fhg.de/).
Enkelmann has surveyed world-wide activities regarding this topic up to the end of 1996,
including the first two generations of vehicles for such experiments commissioned by the IITB
[Enkelmann 1996]. An extension of this survey can be found in [Heimes 2000, Heimes & Nagel].
Based on experience accumulated at the IITB during a decade of related research, a third
experimental platform has been conceived starting in 1995, implemented and commissioned –
see http://i21www.ira.uka.de/darvin/ .
Preparatory efforts transferred model-based tracking from Xtrack to machine-vision-guided
tracking of lane boundaries in video sequences recorded from a moving road vehicle. An explicit
lane representation – as opposed to an implicit one based on the assumption of a constantwidth ribbon in the road plane – has been introduced into the tracking approach in order
to facilitate subsequent extensions of such a representation for innercity driving experiments.
Aggregation of EEs to edge-segments and their matching to projected lane model segments
were originally performed off-line [Gengenbach et al. 1995]. Since such images tend to contain
a large amount of ‘EE-clutter’, it appeared advisable to exploit not only the image plane
position of an EE in the match to a projected lane model segment, but in addition the EEorientation [Heimes et al. 1998]. First experiments with this approach at video frame rate have
been reported in [Heimes & Nagel 1998].
The incorporation of a divergent binocular camera setup into our experimental vehicle enabled us to cope with an ambiguity between depth estimation and object scaling, apart from
offering a wider field of view. Using this camera setup, two estimates of the trajectory of our
experimental vehicle have been compared [Nagel et al. 2000]:
1. The trajectory estimated by model-based tracking of lane boundaries in binocular image
sequences recorded from within the IITB experimental vehicles (for example while crossing
the ‘Durlacher-Tor-Platz’ at Karlsruhe) and
2. the trajectory estimated by Xtrack from a monocular image sequence recorded at the
same time by a stationary camera (in the example mentioned before, mounted on top of
a high-rise building overlooking that intersection, compare Section 5.9).
It could be shown that the estimated trajectories agreed essentially within uncertainties related
to the calibration of the three cameras involved, associated with the lane model used, and due to
playback jitter of the video recordings. In the example quoted as well as in the case of additional
experiments, the lateral uncertainties were of the order of the width of lane markings.
Such a model-based tracking approach can only become useful in general if sufficiently
precise knowledge about the lane structure of the road is available. The next step thus exploited
a regular digital road map commercially available for route guidance in driver support systems.
The digital, graph-like representation of road ‘backbones’ is converted into a representation of
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the road segment ahead of the vehicle, assuming the applicability of a standard road width.
A Global Positioning System (GPS) installed in the experimental vehicle facilitated to select
and initialize an appropriate lane model, refining the initial instantiation during the subsequent
model-based tracking phase [Heimes 2000, Heimes et al. 2000].
It is characteristic for innercity roads that lane borders are often occluded by parking vehicles
or are otherwise difficult to detect in video image sequences recorded from a driving vehicle, for
example due to low contrast. It will be advantageous, therefore, if the system could corroborate
the current position estimate relative to the lane border by tracking well-defined objects which
extend perpendicularly from the road plane, for example lamp poles. Having succeeded to
substitute ‘hand-crafted lane models’ by the capability to specialize digital road maps into
planar road representations suitable for model-based tracking as outlined in the preceding
paragraph, it appeared only natural to attempt the same for the third dimension. EEs are
concatenated into data line segments. From among these, suitably oriented ones then are
clustered into pairs which give rise to a SDC characteristic for a narrow and tall mast next to
the (already known) road boundary. Instantiation of an OC for such a mast provides a starting
hypothesis to be tracked in subsequent image frames. Successful tracking is taken as evidence
that a proper mast has been detected – see [Fleischer & Nagel 2001].
Obviously, this gradual transition from a generic two-dimensional representation to a threedimensional one of scene components on and beside innercity roads can be pursued further, for
example in an attempt to detect and track vehicles standing in front of the camera-carrying
experimental vehicle on the same lane. A reliable solution for this subproblem would enable the
driver support system to recognize automatically the need for a collision avoidance maneuver.
Since the rear view of a car is more complicated than the image of a mast, a template-based
search is performed in the field of view corresponding to the image of the lane on which the
experimental vehicle currently drives or of neighboring scene areas. Once a suitable match has
been detected, this PDC can be turned into a SDC in order to instantiate a suitable model of
a car. This tentative instantiation provides the initialisation for a model-based tracking phase.
Preliminary experimental results indicate that the same vehicle model used by Xtrack can
be used, too, in this manner for tracking a vehicle from within the driving experimental road
vehicle [Rath 2001].

6.4

Guiding airplane pilots during docking maneuvers

At major civil airports with high rush-hour traffic loads, airplane pilots are expected to maneuver their plane quickly to a precisely prescribed docking pose (location and orientation) in
order to facilitate a rapid approach of telescope bridges for passengers. Model-based detection
and tracking of an airplane allows to estimate the current airplane pose and convey these data
to the pilot in real-time while he approaches the final docking position.
A research contract from a major supplier of airport equipment to the Fraunhofer-Institut
für Informations- und Datenverarbeitung (IITB) stipulated to develop and commission such
a system based on our experience and in close cooperation with our research group – see
[Gengenbach et al. 1998] and http://kogs.iaks.uni-karlsruhe.de/literatur/ADS/ . After less than
two and a half years of development, the first system has been installed at an airport for trial
service. In the meantime, improved systems for around-the-clock service have been installed
at several airports in the world. Although the details of finally delivered systems differ substantially from example solutions for model-based tracking as outlined in previous sections,
not the least due to different boundary conditions, many methods have been transferred from
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our research systems to this operational solution. On the other hand, it has been an interesting experience to see how these engineering efforts provided insights which stimulated various
improvements for the experimental systems studied in our basic research context.

6.5

On model-based extraction of geometric information from image
sequences

The wide range of investigations regarding model-based initialisation and tracking approaches
in different application areas demonstrate that these methods have matured during the past
decade. Despite a considerable variation of boundary conditions from one application area
to the next, the basic system structure corresponds well to the one illustrated by Figure 2.
Precision, speed, robustness (and cost) gradually improved to the point where model-based
vision systems have been designed and implemented for operational use – provided the project
specification offered the right balance between boundary conditions, resources for development
and operation, and the state-of-the-art at the time.
As hinted at before, several methods developed further while they were adapted from one application area to the next. Matching EEs to model segments provides a particularly illustrating
example. The first approach to combine position and orientation of EEs into a figure-of-merit
had been developed in the context of model-based road tracking ([Heimes et al. 1998]). This
approach has subsequently been adapted for tracking workpieces and tools in the disassembly cell, in particular regarding the introduction of a covariance matrix in order to take the
relation between uncertainties of EE-location and EE-orientation into account in a more systematic manner ([Tonko 1997, Tonko & Nagel 2000]). The good experience with this approach
then caused us to adapt this figure-of-merit to Xtrack where the specific weighting by gradient
magnitude has been added. In the meantime, the improved version has been migrated back
into the Kalman-Filter update process implemented for road and object tracking within the
experimental vehicle.
The real-time EE-extraction component has been migrated, too, between the system installed in the experimental vehicle and the one installed for the disassembly cell. A specialized
version of the vehicle model developed originally for vehicle tracking by Xtrack has been used
recently in order to track vehicles at a much closer distance (between 1 – 20 m instead of about
80 – 150 m) from within a moving vehicle. Similar experiences have been made regarding the
removal of numerical difficulties, in particular when more parameters have to be estimated during an update of the state vector. A cross-fertilization due to simultaneous activities in several
different application areas clearly helps, albeit only if activities are pursued consistently over
some time.
Apart from these project management and systems engineering aspects, it appears tempting
to formulate conclusions regarding different facets of the methodological approach. Without
a review of approaches published by other research groups, such conclusions might be of a
too preliminary character. Since a literature review clearly exceeds the scope of this article,
a detailed discussion of different components and methods for model-based tracking will be
omitted here and has to be taken up elsewhere.
It should have become evident, however, that methods are available to extract geometric
information about type and motion of bodies in recorded 3D scenes in sufficient quality and
number that input data can be made available for research towards a transformation from
geometrical to conceptual representations.
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Explorative Transitions from Geometrical to Conceptual Representations

Early considerations regarding this topic have been surveyed in [Nagel 1987]. Conclusions
derived during the preparation of this survey stimulated subsequent research by our group in
three directions:
1. derivation of ‘primitives’ for the conceptual representation of agent movements;
2. embedding of such elementary agent movements into the representation of a conceptual
aggregation such as a ‘situation’;
3. a focus on the algorithmic extraction of geometric representations of agent movements in
order to study the transition from a geometrical to a conceptual representation.
The last topic has been treated in preceding sections and hence will be mentioned only to
illustrate its influence on decisions about investigations regarding the first two topics.

7.1

Conceptual primitives for the representation of vehicle movements

In preparation for the conceptual representation of elementary vehicle movements, we systematically extracted all verbs (about 9200) from a standard dictionary of the German language
(the ‘Duden’ with about 150 000 entries). From among this set, all verbs were selected which
relate to vehicle movements, resulting in a subset of about 120 verbs. Elimination of synonyms
– and of cases where movements described by verbs could not be differentiated based purely on
vision, but required sound perception – yielded a set of about 70 verbs surviving the selection
criteria ([Cahn von Seelen 1988]).
This set has been further subdivided into four subsets, depending on whether the verb
(i) referred only to the agent as the subject (for example ‘to drive’), or implicitly referred in
addition to (ii) the road, (iii) another object (like ‘to follow’ which implies the presence of
a preceding vehicle), and (iv) a location. Cahn von Seelen designed three conditions – the
pre-condition, the continuity-condition, and the post-condition – which need to be satisfied
(immediately) before, while, and (immediately) after, respectively, the temporal interval of
validity of a verb representation. The pre-condition thus specifies initial conditions at the
beginning of a validity period, and the post-condition specifies conditions which terminate a
validity period. Each of these verb-specific conditions comprises a (conjunction of) predicate(s)
which can be determined from the spatiotemporal geometric results for vehicle trajectories and
from additional knowledge about the depicted traffic scene, for example the lane structure or
knowledge about specific locations of interest in the scene, see [Cahn von Seelen 1988].
An implementation and first test of this concept, based on image plane trajectory results
obtained by Sung [Sung 1988], has been reported in [Heinze et al. 1989, Heinze et al. 1991].
The interval of validity has been determined for all verbs in parallel during these (and many
subsequent) investigations in order to assess verb associations with vehicle trajectory segments
independently for each verb and each temporal interval.
Initial results, although encouraging, turned out to be brittle, partially due to less than
perfect image plane trajectories. Some improvements could be realized by a multi-resolution
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feature-based OF-estimation approach in combination with a redesigned clustering of OFvectors for the extraction and tracking of vehicle images [Koller et al. 1991]. The switch
from image plane trajectory determination to a model-based tracking approach in 3D scene
space ([Koller 1992, Koller et al. 1993]) provided much more consistent trajectory data. In
addition, fuzzy automata replaced the brittle binary logic finite state machines which determined validity intervals for an association between trajectory segments and motion verbs
[Kollnig & Nagel 1993].
These methodological advances stabilized the instantiation of conceptual representations
of German verbs for vehicle motion such that an extension to simple English verbphrases
could be attempted. These latter efforts were supported by a transition from feature-based to
gradient-based OF-estimation which provided substantially denser and more reliable OF-field
segments [Kollnig et al. 1994, Kollnig 1995]. Having reached this intermediate state of affairs
corresponding to the establishment of a preliminary interface between the SDL and the CPL,
see Figure 1, emphasis shifted from the extraction of simple verb phrases to their aggregation.

7.2

Aggregation of verbphrases into a coherent activity context

In general, an observer will be interested to ‘understand’ the spatial and temporal context
within which an agent moves: mere categorization of isolated movements will not suffice in the
long run. An observer will attempt to interpret a particular movement as a visible consequence
of an action which an agent performs. This desire necessitates to determine the state of an
agent at the time where he starts a discernibly ‘new’ action and, in addition, the ‘embedding’
of the next action into a sequence of actions which is likely to result in a potential ‘goal state’
of the agent or of his environment.
Although such an ‘embedding’ of an action into an entire ‘action context’ or goal-directed
activity might be constructed in a purely data-driven manner, a human observer will usually –
although in many cases subconsciously – activate a-priori knowledge about likely preconditions
for the choice of a particular action and about the likely concatenation of different actions which
could possibly result in the intended outcome. In order to make such knowledge available, too,
for algorithmic information processing, the notion of a generically describable situation has
been introduced in [Nagel 1987] and discussed more extensively in [Nagel 1991]. A ‘generically
describable situation’ is represented as a combination
• of a state-schema characterizing a state of an agent and of his environment and
• of an action-schema specifying an action which an agent could perform if the conditions
stipulated by the state-schema are satisfied.
Instantiation of the state-schema will provide values for the parameters of the generic action
representation in the action-schema. The schematic representation of a single generically describable situation can be considered as a node in a hypergraph whose edges represent temporal
successor relations. A path through such a ‘situation graph’ can be considered as one possible
sequence of actions from the set of admissible action sequences represented by a situation graph.
Krüger provided a formalisation of these ideas (see [Krüger 1991]) based on ‘Conceptual
Structures’ as introduced in [Sowa 1984]. The potential operationalisation of this approach
stimulated efforts to record nontrivial action sequences executed by road vehicles. Such activities had to take place preferentially within the field of view of a stationary camera in order
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cross
agent(Agent);
traj_active(Agent);

drive_to_intersection

drive_on_intersection

leave_intersection

on(Agent, approach_crossing:Lane);

on(Agent, crossing_lane:Lane);

on(Agent, depart_crossing:Lane);

lane_direction(Agent, Lane, longitudinal);

lane_direction(Agent, Lane, longitudinal);

lane_direction(Agent, Lane, longitudinal);

stop_in_front_of_intersection
speed(Agent, very_low);

wait_in_front_of_intersection
speed(Agent, null);

start_in_front_of_intersection
speed(Agent, very_low);

proceed_on_intersection

wait_on_intersection

driving(Agent);

speed(Agent, null);

proceed_to_intersection
speed(Agent, >=low);

wait_in_front_of_intersection_
in_order_to_give_way

proceed_to_intersection_behind_vehicle

patient(Patient);
respects_right_of_way(Agent, Patient);

stop_in_front_of_intersection_
in_order_to_give_way

proceed_to_intersection_
alone

proceed_despite_of_vehicle

give_way

patient(Patient);

patient(Patient);
respects_right_of_way(Agent, Patient);

respects_right_of_way(Agent, Patient);

patient(Patiens);
Agent != Patient;
orientation(Agent, Patient, in_front_of);
direction(Agent, Patient, straight_ahead);
near(Agent, Patient);
nothing_between(Agent, Patient);

proceed_on_intersection_behind_vehicle
patient(Patiens);
Agent != Patient;
orientation(Agent, Patient, in_front_of);
direction(Agent, Patient, straight_ahead);
near(Agent, Patient);
nothing_between(Agent, Patient);

patient(Patient);
respects_right_of_way(Agent, Patient);

proceed_on_intersection_
alone

proceed_on_left_turning_lane_behind_vehicle

proceed_on_left_turning_lane

turn_left_on_intersection_behind_vehicle

turn_right_on_intersection_behind_vehicle

turn_left_on_intersection

turn_right_on_intersection

left_turning_lane(Lane);

left_turning_lane(Lane);

in_front_of(Lane2, Lane);
crossing_approach_left(Lane2);

in_front_of(Lane2, Lane);
crossing_approach_right(Lane2);

in_front_of(Lane2, Lane);
crossing_approach_left(Lane2);

in_front_of(Lane2, Lane);
crossing_approach_right(Lane2);

proceed_to_intersection_straight_ahead_behind_vehicle

proceed_to_intersection_straight_ahead

straight_ahead_lane(Lane);

straight_ahead_lane(Lane);

proceed_on_right_turning_lane_behind_vehicle

proceed_on_right_turning_lane

right_turning_lane(Lane);

right_turning_lane(Lane);

drive_straight_ahead_on_intersection_behind_vehicle

drive_straight_ahead_on_intersection

in_front_of(Lane2, Lane)
crossing_approach_straight_on(Lane2);

in_front_of(Lane2, Lane)
crossing_approach_straight_on(Lane2);

Figure 5: ‘Situation Graph’ representing a-priori knowledge about the behavior of a vehicle which
crosses a road intersection (from [Nagel 1999]). Due to space limitations, some of the predicates
qualifying a node and the action schema associated with each node have been omitted.

to facilitate the use of Xtrack versions available in the mid-nineties. Video recordings of vehicle maneuvers at a gas station ([Nagel 1991]) provided input sequences ([Damm 1994]) which
challenged Xtrack for years. First efforts concentrated on a refinement of a situation graph for
such a scenario and on the extraction of conceptual representations for simple verb phrases, see
[Kollnig et al. 1995a].
Investigations to instantiate related situation graphs using geometric results obtained from
these image sequences let it appear increasingly desirable to develop a logic-based approach for
the manipulation and interpretation of situation graphs. The development of a Fuzzy MetricTemporal Horn Logic (FMTHL) offered such a framework [Schäfer 96]. Schäfer realized an
inference engine named ‘F-LIMETTE’ based on FMTHL. He designed in addition SIT++,
a representation language for situation graphs, together with a compiler which translated a
SIT++ representation of a situation graph into FMTHL expressions suitable for manipulation
and interpretation by F-LIMETTE. Initial results obtained with this system based on an extension of First Order Predicate Logic have been reported for a gas station image sequence
in [Theilmann 1997, Haag et al. 1997b]. The eventually successful integration of OF-estimates
into Xtrack (see Section 5.5) made it possible to verify the viability of this entire approach on a
larger sample as reported in [Haag & Nagel 2000]. The situation (hyper-)graph for ‘Crossing an
Intersection’ which has been developed in this context – see Figure 5 – comprises two types of
edges, namely ‘specialisation edges’ in addition to successor edges: using gradual specialisation
of conceptual representations, it becomes easier to focus inspection and to study incremental
extensions of a complex situation graph.
As a consequence of these developments, a clear distinction between a model-based geometrical and a logic-based conceptual part of the overall system approach has become feasible. This
appeared even more desirable since the incorporation of a text generation component further
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increased the system complexity.

7.3

Algorithmic text generation starting from a logic-based conceptual representation

As mentioned before, conceptual primitives for the representation of elementary agent movements can be treated as verbphrases – consisting either solely of a verb or of a verb with
additional phrases referring to a sentence object, a prepositional or an adverbial phrase. The
agent always constitutes the implied subject in these cases. Transformation of such verbphrases
into isolated sentences thus appears straightforward – unless ambitions regarding style are introduced, something which appears dispensible, but only initially as experience has shown!
The task changes substantially once an algorithm has to formulate an entire paragraph: as
is well known in Computational Linguistics, the ‘content’ to be formulated has to be carved up
into chunks appropriate for single sentences, these chunks have to be ordered and then converted
into text, taking into account what has been expressed already and in which manner this has
been achieved. An essential difference with respect to approaches pursued in Computational
Linguistics must be seen in the fact that the content in our case will have been provided not
by a human, but by an algorithmic system.
Initial experiments along these lines addressed the algorithmic generation of short paragraphs with simple sentences which comprised information about occlusion of agents by other
components of the recorded scene [Gerber & Nagel 1996a]. Another extension studied the incorporation of fuzzy quantification such as ‘a few’ or ‘most’ into simple textual formulations
[Gerber & Nagel 1996b]. Subsequent efforts were increasingly influenced not only by the availability of the fuzzy metric temporal logic system F-LIMETTE, but in addition by the following
consideration. The ‘Discourse Representation Theory (DRT)’ developed by Kamp and coworkers – see, e. g., [Kamp & Reyle 1993] – offers a framework for the conversion of natural language
text into a computer-internal representation, the ‘Discourse Representation Structure (DRS)’
which can be converted by algorithmic steps into a set of First Order Predicate Logic expressions. It thus appeared challenging to study potential connections between a DRS and a
representation in FMTHL in order to link our attempts to an established theoretical basis in
Computational Linguistics. Geometrical results obtained from image sequences recorded at a
gas station (see the preceding section) and at a road intersection offered ample material for
investigations along this line, see [Gerber & Nagel 1998] for initial results.
These results, however, raised our concern for the (non-existent stylistic) variability in the
texts generated in this manner. Gerber thus set out to design a text generation subsystem
which could accommodate at least different ‘perspectives’ for the presentation of temporal
developments within a recorded scene. He conceived and implemented an algorithm which
transformed a situation graph such as the one given in Figure 5 into a user-selectable version
corresponding to one of the following three options (see [Gerber 2000]):
1. The developments in the recorded scene are represented from the perspective of the agent:
this implies that plans and explanations for actions are incorporated which the agent
‘knows’.
2. The representation comprises only facts which can be obtained from developments accessible to an outside observer up to the point in time corresponding to the next sentence to
be formulated. This perspective could be characterized as that of a ‘(virtual) reporter’.
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3. The third version comprises all facts as would be the case for someone who formulates
his report after all relevant developments have been evaluated and could have been taken
into account appropriately, for example using ‘later’ events to properly introduce and
explain ‘earlier’ developments.
Clearly, even with this extension, only the ‘surface of text generation from image sequences’
has been scratched. Stylistic variation is not perceived to constitute the primary challenge
at the moment: this would require research in Computational Linguistics, outside our area of
expertise. It appears more important at this stage to consolidate the entire systems approach,
in particular by testing it based on more and more diverse image sequences.

8

On the Construction, Maintenance, and Interpretation of Schematic Conceptual Representations

Growing familiarity with the DRT, see Section 7.3) resulted in a suggestion to exploit such
an approach for easier construction and maintenance of situation graphs [Nagel 1999] such as
the one illustrated in Figure 5. This one had been initially drawn using a computer-aided
tool for the generation of line graphics. Once ideas about conceptualisation of relevant road
intersection traffic had been incorporated into this situation graph, its ‘content’ had to be
reformulated in SIT++ (see Section 7.3) and compiled into the FMTHL expressions required
for the interpretation of geometrical results obtained from image sequences recorded at traffic
intersections.
Given the possibility to convert a natural language text into First Order Predicate Logic
expressions representing the ‘meaning’ of the text, it appeared as a challenge to exploit this
possibility in order to simplify the provision and maintainance of situation graphs as a set of
FMTHL expressions. Rather than specifying the required schematic knowledge in the form of
a graph, it could be written down as a natural language text. This text in turn would have
to be transformed into a DRS which subsequently would have to be converted into a set of
logic expressions – all steps to be performed automatically by appropriate algorithms. Such an
approach is expected to simplify the incremental generation and modification of situation graphs
since texts appear easier to manipulate than graphs, in particular increasingly complicated ones.
Efforts have started already to explore these ideas. A grammar-based text analyser has been
developed (in Java) which transforms a text formulated in (a fragment of) natural language
English into a DRS [Arens & Ottlik 2000].
A partial redesign and significant extension of this approach (again in Java) even allows
to convert the resulting DRS into a set of FMTHL formulas which can be interpreted by
the F-LIMETTE fuzzy metric temporal inference engine [Arens 2001]. Since a DRS has
been conceived to be close to First Order Predicate Logic, the algorithmic conversion of a
DRS into a FMTHL formula (set) had been expected to be feasible right from the start (see
[Kamp & Reyle 1993, Chapter 1.5]). New aspects, however, appeared due to the manner in
which a text should be used eventually, namely for the generation of a graph-like representation.
A sample text corresponding to Figure 5 comprises not only generic knowledge about activities
in the scene domain, but in addition prescriptions which should influence the appearance of the
desired situation graph. One thus has to distinguish between two different types of knowledge
conveyed by such a text:
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• The first type of knowledge – let’s denote it as ‘domain-specific’ knowledge – refers to
behavior of agents in the scene domain, in this example to vehicle maneuvers in road
traffic scenes.
• The second type of knowledge – in the following denoted as ‘schema-specific’ knowledge
– indicates how the domain-specific knowledge has to be incorporated into the situation
graph under construction.
Arens developed an approach to disentangle these two types of knowledge in the DRS, immediately prior to the conversion of the DRS into a situation graph. In this manner, the
transformation of natural language English text does not require any deviation from the basic
rules established by the DRT. Arens thus created a much cleaner interface between the algorithmic task to transform a text into a DRS on the one hand and the subsequent task to convert
the resulting DRS into a situation graph.
Obviously, the user of such a tool may wish to inspect the resulting situation graph as a
drawing similar to Figure 5, preferentially at varying spatial and conceptual ‘resolution’. This
desire stimulates the development of an additional tool which converts a set of FMTHL formulas
representing a situation graph into the corresponding drawing. Such a tool is currently under
development.
This extension illustrates a principle which begins to guide our explorations towards a
cognitive vision system. Rather than searching for ‘the’ all-encompassing representation of
knowledge about the scene domain under investigation, a set of tools has to be developed: these
tools should enable the transformation of knowledge, which has become accessible about the
scene in one representation, into another representation deemed more useful in order to answer
a question or to provide information for a control process. Figure 1 can be read as a coarse
schematic specification of transformation processes desirable in this context: transformation
processes work both ‘forward’ from the ‘Sensor Actuator Level’ or the ‘Natural Language Level’
to the ‘Behavioral Representation Level’ and ‘backwards’ to either branch of lower levels.
A tool which draws a situation graph based on its FMTHL representation does nothing
but to convert a schematic representation at the BRL (back) into a drawing, that is into a
special form of an image. Treating this tool as one of the many processes implied by Figure 1
suggests to go even a step further: if image (sequence) signals have to be converted into natural
language text, the ‘converse’ transformation would be one which transforms a text into an
image (sequence). Many of the intermediate transformations required for such a task should
be already available within the overall system structure – or should be made so.
Guided by these ideas, steps into this direction have already been taken [Nagel et al. 1999],
see Figure 6. In order to simplify initial tests, only sequences of instantiated conceptual representations for elementary maneuvers derived from geometric trajectory results provided by
Xtrack have been used for the feedback path into a component which generates synthetic image sequences from these data. A sample trajectory generated in this manner is illustrated by
Figure 7.
Usually, drivers decelerate if they approach from behind another vehicle in front of them.
Since a verbphrase normally does not comprise the exact velocity, such a-priori knowledge
has to be used in order to ‘move’ a vehicle model along its synthetic trajectory generated
from short, simple verbphrases. The schematic knowledge may thus provide default values for
information which either has not been extracted from an image sequence at all or has been lost
in the course of abstraction steps implied by the transition from the quantitative geometric to
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Picture Domain
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Sequence (SIS)

Comparison

Figure 6: Simplified layered system structure, indicating where a visualisation path branches
out from the stepwise transformation of the original video sequence into a conceptual description
of vehicle maneuvers in the depicted scene (from [Nagel et al. 1999]). This drawing supposes
that the visualisation path copies instances of the conceptual representation of elementary
vehicle maneuvers and feeds these back in order to facilitate a direct comparison of the synthetic
vehicle trajectories derived from these instances with the original image sequences.
Some approaches in the literature link the PDL directly to the Conceptual Description Layer
(CDL, an aggregation of the Conceptual Primitives and the Behavioral Representation Layers of
Figure 1) – replacing in this case appropriate models of the 3D scene by (heuristic) assumptions.

Figure 7: Synthetic trajectory of a stationwagon which merged to the right immediately after
having crossed the intersection (from [Nagel et al. 1999]). The trajectory has been synthesized
from a sequence of verbphrases, representing the maneuver performed by the agent vehicle
during the interval of validity for each verbphrase. The yellow lines indicate the polygonal
representations of lane segments for the two lanes involved.
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the qualitative conceptual representation. Lack of proper models for stationary objects in the
scene which (partially) occlude vehicles and thus cause the system to generate inappropriate
descriptions may provide a different cause for failures which could possibly be detected in this
manner.
An experienced user can compare a synthetic trajectory with the corresponding real one
in order to detect whether or not the system lacks important schematic knowledge about
traffic situations. Such schematic knowledge should enable the system to make ‘reasonable
assumptions’ regarding information about the specific temporal development represented by the
conceptual descriptions provided as input. More important, if such knowledge is available to
the system, it might be exploited for consistency checks in case new conceptual representations
are instantiated from geometric results. It could even serve to check the geometric tracking
phase for unusual events such as a vehicle apparently intruding into another one (a tracking
error or a crash?). Although such knowledge may be used infrequently, its lack could well
prevent a system from proceeding properly in more complicated situations.
It thus appears reasonable to provide analogous tools which would take an entire text,
either provided by interaction with a user or automatically generated by the system itself, and
convert it into a synthetic image sequence in order to check the completeness and consistency
of knowledge incorporated into the system at the conceptual levels. Given the complexity of
such a system, feeding information back for consistency checks becomes increasingly important.

9

Conclusions

It may have appeared totally unrealistic at first to design an algorithmic system which transforms video signals into a natural language text describing the temporal development of a
recorded scene. As a matter of fact, it still is – depending on the selection of the scene and on
the stylistic quality criteria applied while judging the output text. This article aims to demonstrate, however, that such a goal may become a feasible one, provided the boundary conditions
will have been carefully defined. What this latter condition implies, only future research can
show.
The presentation deliberately included an outline of problems encountered and solution
approaches explored in order to illustrate how the application of a particular solution approach
necessitates the provision of computational resources – and insight into interactions which
are hardly discernible without careful experiments in a systems context. Investigation of a
subproblem alone often does not help. The design of an encompassing and (increasingly)
robust system takes time, but is likely to result eventually in faster progress.
It has to be repeated that this article concentrated on a particular systems approach, not
because this appears as the only one feasible, but because a review of alternative approaches
would have exceeded the scope set out in the beginning (well, it looks like it exceeded this
scope anyway). It is hoped, though, that the system structure and its presentation will facilitate detailed comparisons with other approaches. To contribute to such comparisons clearly
constitutes a challenge.
Looking beyond the example discussed here, it is hoped that the analysis and synthesis of
cognitive vision systems will influence our vision regarding cognitive systems. Occasionally,
one may ponder about the implications of dropping the word ‘system’: to which extend might
cognitive vision influence our vision regarding cognition?
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séquences d’images - The Representation of Situations and their Recognition from Image
Sequences. In Proc. 8e Congrès Reconnaissance des Formes et Intelligence Artificielle,
AFCET, 25–29 Novembre 1991, Lyon–Villeurbanne, France, pp. 1221–1229.
[Nagel 1999] H.-H. Nagel: Natural Language Description of Image Sequences as a Form of
Knowledge Representation. In ‘KI–99: Advances in Artificial Intelligence’, 23rd Annual

H.-H. Nagel, IAKS Karlsruhe: Towards a Cognitive Vision System (November 13, 2001, 14:54)

43

German Conference on Artificial Intelligence, Bonn/Germany, 13-15 September 1999;
W. Burgard, Th. Christaller, and A.B. Cremers (Eds.), Lecture Notes in Artificial Intelligence 1701, pp. 45–60, Springer-Verlag Berlin·Heidelberg·New York 1999.
[Nagel 2000] H.-H. Nagel: Image Sequence Evaluation: 30 Years and Still Going Strong. In
Proc. 15th International Conference on Pattern Recognition ICPR-2000, 3-7 September 2000, Barcelona, Spain; A. Sanfeliu, J.J. Villanueva, M. Vanrell, R. Alquézar, J.O. Eklundh, and Y. Aloimonos (Eds.), Vol. 1, pp. 149–158. IEEE Computer Society, Los
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